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Abstract
How can ethnic biases be measured? Concerns over social desirability bias have led
many investigators to go beyond explicit survey questions and employ behavioral “games”
from experimental economics. Yet, these games also have limitations. First, they have also
proven sensitive to social desirability bias (Haley and Fessler, 2005). Second, by asking
participants to make considered choices in a controlled environment, this approach is likely
unable to detect biases rooted in the more immediate associations or reactions participants
experience when faced with a non-coethnic, such as fear, disliking, or perceived threat.
These reactions, even if denied behavioral expression in the lab, could nevertheless be
important to out-of-lab behaviors that underpin ethnic politics and conflict. We adapt
three tasks from social psychology that seek to measure more “automatic” or implicit
responses of these types: the Affect Misattribution Procedure, Face Anger Attribution
Task, and Weapon Misidentification Task. Together with several behavioral economics
games and explicit survey measures, we test these tools in a sample of 183 residents
of Nairobi belonging to two historically antagonistic ethnic groups (Luo and Kikuyu).
We find that: (1) though the Public Goods and Dictator games show no evidence of
ethnic preferences of any kind, the less standard Choose Your Dictator game provides
evidence that people expect others to condition their altruism in ethnically-biased ways;
(2) the Affect Misattribution Procedure shows strong evidence that participants have more
negative (or less positive) affect towards non-coethnics than coethnics; and (3) the Weapon
Misidentification Task shows evidence that particpants find non-coethnics more likely to be
holding a weapon as compared to co-ethnics, suggesting a fearful response or heightened
threat-perception towards non-coethnics. We conclude that the Affect Misattribution
Procedure and Weapon Misidentification Task show promise of detecting sources of bias
to which more traditional behavioral games are blind.
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Introduction

Ethnic bias has become an important focus of research and debate in the social sciences in
recent years, yet questions remain as to how best to measure its presence and behavioral
effects. Concerns about social desirability bias and other “experimenter demand effects” have
led investigators to distrust evidence from explicit survey questions (e.g. Berinsky, 2004) and
pushed many researchers seeking to measure ethnic bias to embrace behavioral/experimental
economics games (henceforth “behavioral games”), in which real monetary stakes are thought to
provide some measure of protection against biases stemming from self-presentational concerns.
For example, Fershtman and Gneezy (2001) have employed Dictator, Trust, and Ultimatum
games to study cross-group discrimination among Ashkenazic and Eastern Jews in Israel. Whitt
and Wilson (2007) have used Dictator games played among Muslims, Croats and Serbs in
postwar Bosnia-Herzegovina to explore the persistence of ethnic bias following violent conflict.
Habyarimana et al. (2009) have employed Dictator and Public Goods games in Uganda to
investigate the role of ethnic bias in low public goods provision in heterogeneous communities.
Adida, Laitin and Valfort (2016) have used Trust and Dictator games to study prejudice toward
Muslim immigrants by “rooted” French citizens in France. Behavioral games have also been
used to study affect toward people with differing partisan affiliations (Iyengar and Westwood,
2015), bias across religious lines (McCauley, 2014), distributive preferences among minimal
groups (Chen and Li, 2009), and even ethnic discrimination among children (Friesen et al.,
2012).1
Yet, despite their wide and growing use, the empirical performance of behavioral games as
tools for measuring ethnic bias has raised concerns about what they may miss. Recent studies
using behavioral games have failed to detect favoritism towards coethnics as compared to noncoethnics in settings where ethnic contestation and even violence suggest that ethnic biases
are important features of daily life. For example, Berge et al. (Forthcoming) find no evidence
of ethnic bias in Dictator and Public Goods games played by a large sample of residents of
Nairobi, Kenya—including in experimental sessions scheduled just 1-2 months prior to that
country’s 2013 national elections, when the salience of ethnicity should have been heightened
(Eifert, Miguel and Posner, 2010). Habyarimana et al. (2009) also find no evidence for ethnic
bias in standard Dictator and Public Goods played in Kampala, Uganda—a setting in which
ethnicity is similarly important in political and social interactions. If behavioral games are
unable to detect the existence of ethnic biases in even these circumstances, then either they are
poor measurement tools or they may be sensitive to a narrower set of biases than is commonly
assumed.
Several factors may account for these shortcomings. First, notwithstanding the protection
that real money stakes are thought to provide against social desirability bias, multiple studies
demonstrate that the way people play behavioral games depends on who is watching (e.g., Haley
and Fessler, 2005; Cilliers, Dube and Siddiqi, 2015). In contexts where open displays of ethnic
bias are frowned upon, behavioral games may permit research participants to hide their true
1

A partial list of other studies using behavioral games to measure cross-group bias include Glaeser et al.
(2000); Burns (2004); Gil-White (2004); Bernhard, Fehr and Fischbacher (2006); Castillo and Petrie (2006);
Chuah et al. (2007); Ferraro and Cummings (2007); van der Merwe and Burns (2008); Ben-Ner et al. (2009);
Ahmed (2010); Slonim and Guillen (2010); Alexander and Christia (2011); Etang, Fielding and Knowles (2011);
Mironova and Whitt (2014); Whitt (2014); Berge et al. (Forthcoming); Dionne (2015); Tanaka and Camerer
(2016); Robinson (2016); Scacco and Warren (2016); Jeon, Johnson and Robinson (2017); Peisakhin and Chang
(2017); Tusicisny (2017), and Zhang, Putterman and Zhang (2018).
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beliefs and preferences. Second, the conditions under which behavioral games are played may
make them inappropriate for measuring many of the attitudes and biases researchers wish to
investigate. When research subjects play games in a laboratory setting, the rules are common
knowledge, there is a trusted enforcer, interactions are expected to be civil and safe, and each
player knows that the other player believes similarly. These conditions may silence some of the
most important or interesting sources of bias, such as the tendency to see members of the other
group as threatening. Moreover, any initial and possibly negative reactions that participants
may have toward non-coethnics may be easy to overcome in interactions in which participants
have the opportunity to reflect before indicating their responses. Finally, norms regarding how
these games should be played—such as a strong norm of fairness—may trump ethnic biases in
the laboratory context, even if these biases exist and would have important implications for
behavior outside the lab.2
For all of these reasons, even a participant who is biased against members of another group—
and would vote against politicians from that group, support discriminatory policies against that
group, and even engage in violence if threatened by a member of that group—may still cooperate
for a few moments in a laboratory setting with a counterpart from that community, whether to
appear less biased to herself or the investigator, to maximize monetary gains in a setting with
clear rules, strong enforcement and no physical or long-term risk, or because the participant’s
commitment to fairness is stronger than her ethnic bias. This presents problems for researchers
seeking to use the results of behavioral games to understand many types of inter-group conflicts
that occur outside the laboratory.
One possible strategy for averting these limitations is to supplement behavioral games with
other approaches. Instead of trying to make inferences about ethnic bias from the effortful and
considered choices people make in behavioral games, we can look to the automatic associations
and evaluations that people experience in response to stimuli representing coethnics or noncoethnics. Such automatic processes feature prominently in psychological theory dating at least
to James (1890) and are central to contemporary dual-process models (e.g., Gawronski and
Payne, 2010; Lodge and Taber, 2013). They are the basis for implicit measurement approaches
such as the Implicit Association Task (IAT) (Greenwald, McGhee and Schwartz, 1998; Banaji
and Greenwald, 2013), as well as the misattribution-based procedures we employ here (e.g.
Payne et al., 2005).
We expect tools seeking to measure these automatic or implicit associative responses to be
sensitive to different sources and types of bias than those measured by behavioral games. For
example, affective responses such as fear, threat perception, or disliking towards an out-group
member may be detectable in these implicit responses but purged from expressed behavior in
the behavioral games. Theory suggests these emotional responses may have important implications for out-of-lab group behaviors such as conflict and ethnic politics. A prime example
of this connecton is the “security dilemma” (Posen, 1993), which suggests that fear and threat
perception play critical roles in conflict escalation, even among groups that would prefer to
be cooperative and peaceful. The role of emotions in generating conflictual behavior has been
noted by many scholars (e.g., Horowitz, 1995), including a role for fear and feelings of threat
in predisposing people towards committing or condoning acts of violence (Petersen, 2002) and
supporting venal and autocratic leaders (e.g., Padro i Miquel, 2007). Work on implicit racial
bias has shown that such measurements can predict voting behavior above and beyond explicit
2

For a formalization of the distinct roles played by fairness and ethnic bias in the Dictator and Public Goods
game behavior, see Berge et al. (Forthcoming).
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measures of racial bias (e.g., Greenwald et al., 2009; Peréz, 2016). Given the important role
played by these emotional reactions, we are drawn to test tools that may be sensitive to them,
and to compare their performance to the performance of the behavioral games.
We employ three tasks borrowed from social psychology for this purpose. All of these
tasks are priming-based paradigms that exploit the idea of misattribution: the tendency of an
early associative activation due to a stimulus to be mistakenly attributed to a target stimulus
that appears shortly after. Each task involves trials in which participants first see a prime
stimulus cueing them to either coethnicity or non-coethnicity, and then a target image that
requires some type of judgment to be made about an ambiguous image. According to the
misattribution idea, the early automatic associations triggered by the prime can “spill over”
into how the target image is perceived, thus influencing judgements about it.3 Critically for
concerns of self-presentational biases, this misattribution effect is thought to persist even if
participants are aware of this effect, and instructed to try to prevent it (Payne et al., 2005)—
though some evidence suggests certain individuals are able to mitigate this effect (Hazlett and
Berinsky, 2018).
The first task we employ is the Affect Misattribution Procedure (AMP) (Payne et al., 2005),
which we structure to detect general positive or negative affect toward coethnics and noncoethnics.4 Second, we use a modified version of the Weapon Misidentification Task (WMT)
(Payne, 2001), which seeks to measure fearfulness or threat perception by determining whether
individuals are biased towards detecting a weapon (versus a non-weapon) in the hands of a
non-coethnic compared to a coethnic. Finally, we employ a modified Face Anger Attribution
(FAA) task (Maner et al., 2005; Niedenthal et al., 2001), which also aims to measure fear or
threat perception, this time by examining bias towards seeing anger in the face of a non-coethnic
compared to a coethnic.
We recruited 322 participants (final N=183) to an experimental laboratory in Nairobi, Kenya
to participate both in these tasks and in a series of behavioral games—the standard Dictator
Game (DG) and Public Goods Game (PGG), and also a more novel “Choose Your Dictator”
(CYD) game (Berge et al., Forthcoming), which measures expectations of altruism among
others, thereby potentially sidestepping self-presentational concerns. We construct measures
of ethnic bias from each behavioral game and social psychology task by comparing responses
to coethnics and non-coethnics. We also collect data on ethnic bias through explicit survey
questions, which permits us to compare results obtained via all three measurement approaches.
To sharpen our focus on politically relevant inter-ethnic differences, and also to maximize
study power, we limit the sample to Kikuyu and Luo participants, since these are the two most
3

In early work on misattribution based tools, particularly the Affect Misattribution Procedure we discuss
here, associations of interest were broadly affective, defined as “a rudimentary pleasant or unpleasant reaction”
(Frijda, 2003, cited in å Payne et al. (2005)). However, both theory and empirical work suggest that such
associations may also be semantic (Imhoff et al., 2011).
4
We note that the implicit measurement approach better known to investigators outside of psychology is
the Implicit Association Task (IAT) (see Peréz (2013) for a useful review). While the AMP has been shown to
compare favorably to the IAT in terms of effect size and reliability measures (see Payne and Lundberg (2014)
and Cameron, Brown-Iannuzzi and Payne (2012) for review and meta-analysis), we choose the AMP over the
IAT principally out of concerns regarding ease of use. A major challenge in bringing these tasks into a new
environment is ensuring that they can be performed by individuals unfamiliar with computers, and sometimes
with low literacy. Unlike the IAT, the AMP requires only a single phase, with a single set of instructions, and
takes only a few minutes to obtain sufficient trials for effect detection at the individual level. Another benefit of
the AMP is that if individuals lose focus on the instructions and resort to the easier task of allowing the primes
to influence their ratings, it only strengthens the effect.
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politically competitive and historically antagonistic groups in Kenyan national politics.
We find no evidence of ethnic bias in the commonly deployed Dictator and Public Goods
Games. By contrast, we find clear evidence for ethnic bias in a version of the Choose Your
Dictator game in which the chooser believes that the dictator is aware of the chooser’s ethnicity and is therefore in a position to discriminate in his allocation decision. Among the social
psychology tasks, we find strong evidence of ethnic bias in the Affect Misattribution Procedure
and some evidence in the Weapon Misidentification Task, but no evidence in the Face Anger
Attribution Task. We conclude that the Choose Your Dictator game and the Affect Misattribution Procedure (and to some degree also the Weapon Misidentification Task) show promise of
detecting a set of biases that are apparently present in this context, but to which the Dictator
and Public Goods Games are relatively blind. This suggests that researchers interested in measuring ethnic bias who would ordinarily limit themselves to behavioral games should consider
adding these additional approaches to their took kits.
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Methods

2.1

Sample Recruitment

We recruited our participants from the Kibera and Kawangware neighborhoods of Nairobi.
Participants were first recruited into the general subject pool of the Busara Center for Experimental Economics.5 They were invited to join our study if they were members of either the
Kikuyu or Luo ethnic groups. Subjects were further stratified by gender, age and length of
residence in Nairobi. The descriptive characteristics of our sample are reported in Table 1 (the
“final sample” refers to those participants whose literacy test scores were high enough to be
admitted into the experiment, as described below).
Table 1: Summary Statistics of Sample

N
Kikuyu (proportion)
Luo (proportion)
Female (proportion)
Med. income (KSh)
Mean age
Mean yrs in Nairobi
From Kawangware (proportion)
From Kibera (proportion)
5

Recruited

Final Sample

320
0.53
0.47
0.53
5, 000
30.54
17.82
0.63
0.37

183
0.52
0.48
0.47
5, 000
28.13
17.79
0.63
0.37

The Busara Center maintains a large subject pool, from which they invite pre-enrolled members to join
studies being undertaken at the Center. However, our subject pool was comprised entirely of fresh recruits who
had never participated in other experimental studies.
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2.2

Experimental Procedures

Subjects in the study pool were contacted by mobile phone and invited to participate in lab
sessions held in a mobile experimental lab set up in a community center in Kawangware.
Participants were paid 200 KSh (about $2) for attending the session (plus an additional 50
KSh if they arrived on time), a reimbursement for their transport expenses, as well as whatever
they earned from their play during the experimental games. Payments were made via MPESA
mobile money transfer after the conclusion of the lab session.
Each session began with an exercise to familiarize participants with the touch screens on the
tablet computers used during the experiments. Participants then took an on-screen literacy test,
which involved distinguishing between positive and negative words in the participant’s preferred
language. They also completed a set of Raven’s matrices, designed to measure cognitive ability.
The purpose of these tests was to allow us to determine who might have difficulty following
task instructions or reading the primes required to complete the tasks. A discussion of the
exclusion of participants based on their performance in the literacy test is provided in Section
2.4, below.
Instructions for the games and tasks were provided on the computer screens in both English
and Swahili and were also read aloud in Swahili by a trained lab leader. For parts of the
session where subsets of participants received different instructions (for example, in the priming,
described below) or where they completed games or tasks at their own pace, participants put
on headphones and received instructions via recordings in Swahili.
Participants were also randomly assigned to either a control or a priming treatment designed
to increase the salience of inter-group conflict. Those assigned to the control treatment listened
to a recording of a bird chirping. Those assigned to the priming treatment completed a short
on-screen quiz (the contents of which were also read to them over the headphones) that asked
whether they felt that they or their family were ever at risk of harm during the violence that
followed the 2007 election and, if so, what kind of harm they feared most.6 Participants assigned
to the priming treatment also received a reinforcement prime later in the lab session.7
After these initial exercises, the ordering of the lab session proceeded as follows:
1. [Priming]
2. Dictator Game (DG)
6

The first question asked: “Before we start the other activities, we want to ask you a question about your
recollection of the 2007 elections. As you know, our country experienced terrible violence in the weeks after the
2007 elections. Thinking back on that time, did you feel that you or your family were ever at risk of harm?
Please indicate your answer by pressing the button for “yes” or “no” on the screen.” The follow-up question then
asked: “What kind of harm did you fear the most?” and provided the following options: “violence against you
personally; violence against other family members or your community; destruction of property; displacement
of you or your family members; disruption of peace in the country; I did not feel fearful of any harm; I would
prefer not to answer.”
7
The reinforcement prime was administered similarly to the original prime. The first question asked: “Before
the next activity, we want to take a break again to ask you another question about your fear of violence in the
country. Earlier we asked about the 2007 election. As you know, there is another election scheduled to take
place next month. Do you fear that there will be violence during the coming election? Please indicate your
answer by pressing the red button for “yes” or the blue button for “no.” If you prefer not to answer, press the
button “N1.” ” The follow-up question then provided the same options, with the addition of “I do not think
there will be violence in the coming elections.”
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3. Public Goods Game (PGG)
4. Choose Your Dictator Game (CYD-Anonymous, CYD-Profiled)
5. Affect Misattribution Procedure (AMP-Universal, AMP-Town, AMP-Region)
6. [Priming]
7. Face Anger Attribution Task (FAA-Slow, FAA-Fast)
8. Weapon Misidentification Task (WMT)
9. Post-Survey
10. Conclusion and Payment
We describe the specific procedures for each of the games and tasks below. Screen shots of
all of the games and tasks are provided in Appendix A.1.
2.2.1

Behavioral Games

In the DG, participants are given 100 KSh and asked to divide this sum between themselves
and a “receiver.” Whatever portion of the endowment they decide not to give away they get to
keep and is paid to them at the end of the lab session. In the anonymous version of the DG,
participants are given no information about the receiver. In the “profiled” version, they are
shown a photograph of the receiver and given his first name, education, age, and hometown,
with the hometown selected so as to provide an indication of the receiver’s likely Kikuyu or
Luo origins.8 The inclusion of information about the receiver’s age and education is meant
to obscure the ethnic focus of the study and to minimize experimenter demand effects. The
profiled game is played twice: once with a coethnic partner and once with a non-coethnic
partner, with the order randomized.
Participants in the PGG are given an endowment of 100 KSh and asked to choose how much
to keep for themselves and how much to contribute to a group fund in which contributions
are multiplied by two before being equally shared among themselves and two other players.
Whatever they decide to keep, plus their share of the group fund, is paid to them at the end
of the lab session. Participants first play an anonymous version of the game in which they
receive no information about the two other players. Then they play a series of profiled rounds
in which they are shown photos and provided the names, ages, education levels and hometowns
of the other players. As in the profiled DG, the hometowns are selected so as to provide a
strong clue about the players’ Kikuyu or Luo ethnic affiliations. Participants play three rounds
of the profiled PGG: one with a “mixed” group, one with a “coethnic” group in which both
players are coethnics of the participant, and one with a “non-coethnic” group in which both
8

The photographs were pre-screened to be ethnically ambiguous, so that the hometown cue would more
likely influence the participant’s perception of the receiver’s likely ethnic group membership. We created a
library of twelve photographs and associated profiles (i.e., “Victor, a 28 year-old with secondary education,
from Nyeri”). The name, age, and education was fixed to each photograph, but the hometown was randomized
across participants, alternating between Kikuyu and Luo hometowns. Each participant saw each photograph
and associated profile just once. All of the images we use in the DG, PGG, and CYD are of men in order to
reduce the number of factors that might affect participants’ response to the stimulus.
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players are non-coethnics of the participant. The order in which these three rounds are played
is randomized.
In the CYD, participants (“choosers”) are presented with profiles of two potential dictators
and are asked to choose one to be “their” dictator in a DG.9 One of the two profiles is a coethnic;
the other is a non-coethnic. As in the profiled DG and PGG, choosers are shown photos of
the two potential dictators and provided with basic information about their education, age,
and hometown. The CYD is played twice. In the first, anonymous, version, choosers select a
dictator after being told that the potential dictators do not have any information about them.
In the second, profiled version, the choosers select a dictator after being told that the dictators
will be provided with the choosers’ own basic information profile (i.e., their years of education,
age, and hometown). In this profiled version of the game, the chooser’s selection depends on
both the expected differences in altruism between the two dictators generally and the expected
altruism of each dictator toward someone with their own information profile.
2.2.2

Social Psychology Tasks

In the Affect Misattribution Procedure (AMP), participants are first shown a prime word for
200 ms, which they are told to ignore, and then shown an innocuous target image for 500 ms,
followed by a white noise mask. This mask, standard in psychometric experiments, ensures that
an after-image of the target does not linger, effectively extending the duration of the target
image. The participant is asked to rate the target image as pleasant or unpleasant by pressing
the appropriate key on a keyboard. The target images are Chinese characters, as previously
used in other studies that have employed this task. The prime word is a (Kikuyu or Luo)
hometown in one version of the task (AMP-Town) and a region (“Central” or “Nyanza,” the
former strongly associated with Kikuyus; the latter with Luos) in the other (AMP-Region).
We also played a third version of the AMP (AMP-Universal) in which the priming word was
a term with nearly universal pleasant or unpleasant connotation (i.e., “sunshine” or “disease”).
The purpose of the AMP-Universal was to be able to gauge whether participants in our subject
pool respond to this task in ways that are similar to subjects in other settings, where such
universal primes are commonly used. Each version of the AMP contained 30 trials.
The Face Anger Attribution (FAA) task is introduced to participants as an exercise designed
to see how well people can detect other people’s emotions using only subtle facial cues. In the
task, subjects are shown an ethnically ambiguous face (which they are primed to believe is
either a coethnic or a non-coethnic) in a pose calibrated to be emotionally neutral, or near to
it, on a happy-angry scale.10 They are then asked to indicate whether they think the person
is angry or happy by pressing the appropriate key on a keyboard. Participants are told that
the person is actually angry or happy but is trying to cover up his emotion to look neutral.
We conducted two versions of the FAA task: one in which the face is shown very quickly
(FAA-Fast) for 500 ms, followed by a mask, and one in which the face is shown for a full five
seconds (FAA-Slow).11 Prior research suggests that participants are more likely to find faces
9

Earnings from the game are determined by the amount the dictator whose profile is selected gave to an
anonymous receiver in a DG played at the time we collected the profile photos.
10
We created the library of faces for the FAA task by recruiting 14 men who were judged to be ethnically
ambiguous in their appearance and collecting four photos of each in which they were told either to a) think
about something that makes them very happy, and then suppress that expression, b) think about something
that makes them very angry, and then suppress that expression, or c) adopt a completely neutral expression.
11
The FAA is usually conducted as in the fast version. We added the longer interval version of the task after
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angry when exposed to faces of members of a stereotypically threatening group. Each version
of the FAA task contained 40 trials.
The Weapon Misdentification Task (WMT) is introduced to participants as an exercise
whose goal is to learn how quickly and accurately people are able to identify threats. In the
task, subjects are very briefly (100 ms) shown an image of a man that they are primed to
believe is either a coethnic or a non-coethnic, followed by a mask.12 Priming is accomplished
by flashing the man’s name and hometown (i.e., “Philip from Kisumu”) on the screen for 1000
ms before showing the image of the man holding the object, which is either a weapon (a gun,
small knife, or long blade) or a non-threatening object with a similar shape (a cell phone,
flashlight, or umbrella). Subjects are instructed to indicate whether they think the man is
holding a weapon by pressing the appropriate key on a keyboard. Prior research suggests that
individuals are more likely to say that they see a weapon when the person is a member of a
stereotypically threatening group. The WMT contained 40 separate trials. Diagrams showing
the sequence and timing of stimuli for all tasks and games can be found in Appendix A.1.

2.3

Estimation

The most important estimand for each task is the “ethnic effect” as measured by that task. In
all tasks but the CYD, this is defined at both the individual level and the group level. For the
psychological tasks in particular, because they contain many trials per person, the individual
level effect estimates and the distribution across those estimates are of interest. Beginning with
the psychological tasks (AMP, FAA, and WMT), each has a similar structure: numerous trials,
each of which consists of a cue or prime, followed by a target image, followed by a response.
The “ethnic effect” of interest is similar for these three tasks, taking the form
EthnicEffecti = E[ri |ci ] − E[ri |ci ]
where r is an indicator for one of the (two) possible response types for a given task (generally
the “positive” one, by convention), c is the cue to coethnicity, and c is the cue to non-coethnicity.
For the DG and PGG, the ethnic effect estimand is analogous. For the DG, the question
is how the “contribution” of money made by the participant to the other player depends upon
the other player’s ethnicity, which is inferred from the other player’s hometown. Similarly for
the PGG, we are interested in the difference in expected contributions when participants play
coethnics versus non-coethnics.13 In both the DG and PGG the thnic effect measure is thus

EthnicEffecti = E[contributioni |coethnic] − E[contributioni |non-coethnic]
our pilot sessions, which convinced us that participants were having a very difficult time judging the affect of
the faces they were presented when we used the short interval. This led us to worry that they might become
frustrated with the task and stop trying.
12
As in the behavioral games, all of the stimuli in the WMT and FAA tasks are of men. This is both to
reduce the number of factors that vary across stimuli and because much of the risk people may expect to face
when confronting an out-group member is due to the actions that men may take. As in the other tasks, the
men were pre-screened to be ethnically ambiguous.
13
The PGG is played in three-person groups that are either homogeneously coethnic, homogeneously noncoethnic, or a mix. For present purposes, we are less interested in the mixed condition, for which we have no
strong theoretical expectation.

9

Each of these quantities is estimated for person i using simple difference-in-means as the
analogous sample quantity, as in
1 X
1 X
r1c −
r1c
EthnicEffecti =
Nc i
Nc i=1
where r is the response (contribution for the economics games, or an indicator for the “positive” choice in the psychological tasks). This produces one estimate per person per task.
These person-level estimates can then be analyzed in various ways. For example, to examine
average
PN ethnic effects across the whole sample for a given measure, we write EthnicEffect =
1
i=1 EthnicEffecti .
N
Finally, the CYD task differs from the others and must be analyzed differently. In each of
the profiled and anonymous versions of this task, participants make a single decision: would
they rather play with a coethnic, a non-coethnic, or the computer. This does not leave us with
any person-level ethnic effect measure, but it does give us a measure that on average across the
sample can be useful, or that can be correlated with other measures. For the mean ethnic effect
on CYD tasks, we simply compute the proportion who chose to play with a coethnic, out of
those who chose either coethnic or non-coethnic. The question is then whether this proportion
exceeds 50%, which we test using an exact binomial test.

2.4

Exclusionary Criteria

Although behavioral games are widely used in developing country settings like Kenya, the social
psychology tasks we employ are novel in this context. An important contribution of our research
therefore lies in determining the feasibility of performing these tasks in such a setting in which
some participants are illiterate and many are be unfamiliar with computers, keyboards, and
seemingly artificial psychological tasks requiring speeded responses. Language barriers and
understanding the task instructions posed additional challenges that required extensive effort
to address.
These concerns make thoughtful exclusion of participants who appear unable to perform the
tasks even more important than in standard laboratory experiments in more familiar environments, where rejection criteria are routinely applied. We pre-registered plans to show results
without any exclusion, as well as with two types of exclusions: exclusion of individual trials
that are clearly problematic, and exclusion of participants who, based on their performance on
the literacy test and the Raven’s matrices, we believed would be unable to perform the tasks
as intended. For the trial-wise exclusion, we remove trials of the speeded social psychology
tasks on which the reaction time was less than or equal to 200ms because, even for a simple
detection task, the fastest human reaction times are thought to fall in the 200-250ms range.
As a result, an average of 11.5% of trials in the full sample were dropped per participant due
to the reaction time criterion.For the participant-wise exclusion, we remove participants whose
answers were below chance on the literacy test, which accounted for a surprising 136 participants. This varies from our pre-analysis plan, in which our participant-wise exclusion would
have also eliminated those scoring below chance on the Raven’s matrix. We decided to keep
the additional participants, as the rejection rate was already very high, and upon reflection,
the literacy filter was far more relevant to determining who is capable of understanding the
instructions and the stimuli. This choice has no substantial consequence for our estimates: the
same set of results are significant with participants scoring below chance on the Raven’s matrix
10

either excluded or included. Descriptive statistics for both the original sample and the final
sample are provided in Table 1.

3

Results

3.1

Main Results: Ethnic Effects by Game/Task

The first group of analyses—and those most central to our objective of comparing the performance of each measurement tool—simply examine whether an ethnic effect is statistically
apparent in each task.14 These primary results are shown graphically in Figure 1 and numerically in Table 2.15
Figure 1: Mean Ethnic Effects by Task

Note: Ethnic effect estimates for the psychological tasks and behavioral games. The horizontal axis
indicates the probability of giving the “positive” response when cued to coethnicity minus the probability of giving that response when cued to non-coethnicity. For the CYD, we plot the probability
that an individual chooses a coethnic dictator, minus 50%, as the significance test is based on a null
of 50%. Error bars indicate 95% confidence intervals.

Among the psychological tasks, the results suggest that the measures of positive/negative
feelings toward coethnics and non-coethnics—AMP-Town, and AMP-Region—reveal significant
ethnic bias (z-scores of 3.8 and 5.1 for AMP-Town and AMP-Region respectively). Participants
are between 7 and 13 percentage points more likely to view an arbitrary target image as pleasant
when primed by a hometown or region associated with their own ethnic group than by one
14

These analyses correspond to the Branch 1 analyses describe in our pre-analysis plan.
We are also able to investigate the distribution of individual-level ethnic effects, particularly for the social
psychology tasks since there are many trials for each task. Those distributions are presented in Appendix A.2.
15
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Table 2: Mean Ethnic Effects and Universal AMP
Task
AMP-Universal
AMP-Town
AMP-Region
WMT
FAA-Slow
FAA-Fast
DG
PGG
CYD-Anonymous
CYD-Profiled

mean
0.323
0.073
0.13
0.025
-0.005
-0.008
-0.015
-0.034
0.017
0.095

SE
0.028
0.019
0.025
0.012
0.017
0.019
0.012
0.023
0.041
0.040

z-score
11.683
3.83
5.122
2.062
-0.267
-0.411
-1.285
-1.465
0.41
2.302

p value
0.000
0.000
0.000
0.039
0.790
0.681
0.199
0.143
0.743
0.026

Note: Table showing the (mean) ethnic effect estimates by task/game and the results of the universal
AMP.

associated with the rival group. We regard these results as strong evidence that the AMP
(a) can detect differences in generally positive or negative feelings toward coethnics versus
non-coethnics, and (b) do detect such effects in this particular sample.
Table 2 also shows results for the AMP-Universal. As described above, this is not an ethnic
effect, but rather simply a check to ensure that the AMP works in this context. We see that it
has a very strong and clear effect indeed: participants are 32 percentage points more likely to
see the target image as pleasant when cued by positive words such as “sunshine” then when cued
by negative words such as “disease.” We take this as strong evidence that the AMP “works”
in this context. This result is almost identical to results of a similar AMP study conducted in
the United States using an online platform (Hazlett and Berinsky, 2018), which found an effect
of 31 to 35 percentage points. It is somewhat smaller than estimates from the original AMP
study Payne et al. (2005), which employed college psychology students in a laboratory setting.
Next, among the measures intended to detect fear or threat perception, the WMT detects
a statistically significant effect, although less robustly. Participants are 2.5 percentage points
more likely see a weapon in the hands of a person when cued to believe the person is a noncoethnic than when they are cued to believe they are a coethnic (z = 2.06). However, the FAA
tasks, while showing a surprising bimodal distribution of ethnic effects across individuals (see
Appendix A.2), show no detectable ethnic effects on average.
The standard behavioral economics games—the DG and PGG—show no detectable average
effects, with z-scores of -1.3 and -1.5 respectively. These null findings echo those reported in
Berge et al. (Forthcoming) and in the anonymous DG and PGG reported in Habyarimana et al.
(2009). Such results may reflect one of three different things: a) participants are not, in fact,
ethnically biased; b) participants are ethnically biased but fear revealing themselves as such
and are able to hide their biases in their game behavior; or c) participants are ethnically biased
but in ways that the behavioral games fail to capture.
The possibility that that DG and PGG fail to pick up ethnic bias because they are too
vulnerable to social desirability bias (or to contextual limitations and/or norm-driven play, as
described above) bring us to the CYD, which, by measuring expectations of bias in others rather
than revealing biases that participants themselves may hold, shows promise of sidestepping
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these limitations. The CYD-Anonymous, like the DG and PGG, shows no detectable effect.
By contrast, in the profiled version of the CYD (in which choosers believe the dictator will
know their ethnicity and is therefore in a position to discriminate against/toward someone like
them), participants are 9.5 percentage points more likely to choose a coethnic than if they
choose at random, (z = 2.30)
We regard these results as evidence either that (a) individuals, regardless of their own
altruistic intentions towards coethnics versus non-coethnics, expect others to have higher altruism for coethnics than non-coethnics; or (b) individuals are biased and would favor giving
coethnics more money, but self-presentational concerns or normative play prevent this from
appearing in the DG, while asking how others would play the DG shields participants from
the self-presentational concerns of reporting their own biases. Further, the lack of effect on the
anonymous CYD suggests that it is not that participants expect members of the other group
to be less altruistic: they specifically expect them to be less altruistic towards their out-groups
(i.e., more parochial).

3.2

Explicit Questions

We supplemented our efforts to measure ethnic bias via the behavioral games and social psychology tasks by asking participants directly about their level of bias toward members of the
other ethnic group. Similarly to the “Region” version of the AMP, Kikuyu participants were
asked about their attitudes toward people from Nyanza, while Luo participants were asked
about their attitudes toward people from Central. The specific questions were:
Intermarriage Attitude: “Would you be upset if your son or daughter were to marry a
person from [Central/Nyanza]?”
Segregation Support: “Would you support measures to keep people from [Central/Nyanza]
from living in your neighborhood?”
Perceived Trustworthiness “How much do you trust people from [Central/Nyanza]?”
Perceived Peacefulness: “How peace-loving do you find people from [Central/Nyanza] on
average?”
The question regarding intermarriage was asked during the recruitment survey conducted
several days before the lab session.16 The other three questions were asked at the end of the
lab session, after the behavioral games and social psychology tasks.
The distribution of responses are presented in Figure 2. The results suggest that a majority
of respondents either do not have especially hostile attitudes toward members of other ethnic
groups or are unwilling to express such attitudes in surveys, potentially due to social desirability
bias. However, there were some participants who did express negative attitudes or perceptions.
For example, about half of respondents said they trusted people from the other ethnic group
either “just a little bit” or “not at all.” Unfortunately, we do not have data showing attitudes
toward respondents’ own ethnic groups to use as a basis of comparison.
16

This question was asked of participants who did not end up participating in the experiment. The results
presented here include only those who did participate and scored sufficiently high on the literacy test, as on the
other tasks.
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Figure 2: Responses to Explicit Questions
(a) Intermarriage Attitude

(b) Segregation Support

“Would you be upset if your son or daughter were to marry a person from [Central/Nyanza]?”

“Would you support measures to keep people from [Central/Nyanza] from living in your
neighborhood?”

(c) Perceived Trustworthiness

(d) Perceived Peacefulness

“How much do you trust people from [Central
/Nyanza]?”

“How peace-loving do you find people from
[Central/Nyanza] on average?”

3.3

Cross-Approach Comparisons

We next consider correlations of the individual-level responses across the behavioral games,
social psychology tasks and explicit questions. This analysis helps us evaluate whether the
three types of approaches (as well as the individual games, tasks or questions within each
general approach) likely measure similar underlying constructs.
Table 3 provides a matrix of cross-task comparisons, with p-values for each comparison. We
see that all AMP tasks correlate well with each other. The AMP-Region and AMP-Town are
especially well correlated at 0.50, which we take to indicate that they measure similar constructs
(as would be hoped: they differ only in whether ethnicity was cued by naming towns or naming
regions). Both AMP-Town and AMP-Region also correlate with the AMP-Universal. This
could be for several reasons. First, general comfort with the computerized task and compliance
with the instructions may factor into effect sizes in all three tasks. A second consideration is
that some individuals may be motivated to avoid any influence of the prime on their response
to the target by adopting strategies such as pseudo-randomizing their responses (Hazlett and
14

Berinsky, 2018).17
The other psychological task that detected a significant (although small) ethnic bias effect,
the WMT, is significantly correlated with AMP-Region but not with AMP-Town. This may
simply be a matter of statistical uncertainty: the effect size for AMP-Region is nearly twice
that of AMP-Town, so the chances of detecting a relationship between the WMT and AMPRegion are greater. At face value, the correlation of the AMP-Town and WMT results suggests
that even though these tools may measure different constructs (positive/negative affect for the
AMP; fear for the WMT), these emotional biases have common roots, or otherwise tend to
covary.
The results for the FAA tasks are more puzzling. Individual level ethnic effects on the FAAFast and FAA-Slow, while not distinguishable from zero on average, nevertheless correlate
highly with each other (ρ = 0.645). This suggests that the FAA tasks are measuring some
ethnic effect, but not one with a consistent sign across individuals. We note also that the
distribution of individual FAA ethnic effect is relatively bimodal, with two modes on opposite
sides of zero (Appendix A.2). This suggests that something is being measured at the individual
level on this task that we do not currently understand. Also perplexing are the apparently
negative relationships between the WMT and both FAA tasks and the positive relationship
between the DG and the FAA-Slow task.
To permit comparisons between the behavioral games/psychological tasks and the explicit
questions, we transformed the survey responses from ordinal to numerical values, with larger
values corresponding to greater ethnic bias.18 The results are mixed. First, we note that with
50 comparisons between the explicit questions and the games and tasks, we would expect 2.5
results to be significant at the 0.05 level by chance alone, and we observe 7 significant results.
Four of these results relate to self-reported distrust of ethnic out-group members, which is
correlated with the AMP-Town, the FAA-Slow, and with patterns of play in the PGG and the
CYD-Profiled. Individual-level effects on the FAA-Slow and FAA-Fast are correlated with the
belief that non-coethnic groups are not peaceful, and effects on the FAA-Fast are correlated
with opposition to inter-ethnic marriage. Such results are sensible, although we do not draw
strong conclusions from them given the non-significance of the FAA tasks in measuring average
ethnic effects. Combined with absence of correlations between the explicit questions and both
the WMT and AMP, we conclude that the explicit questions and the psychological tasks are
either picking up different things or, if self-presentational concerns are reducing participants’
willingness to provide biased answers in the explicit survey questions, that the psychological
tasks are more immune to such biases.
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In future analyses we will test this second conjecture by examining reaction times, as efforts to manipulate
one’s responses generally result in slower responses.
18
As noted, most of these questions capture reactions toward non-coethnics without collecting information
about comparable reactions toward coethnics. They therefore do not allow for the construction of “ethnic effects”
in a way that is analogous to the other approaches. Nevertheless, if more biased individuals tend to give less
favorable answers about non-coethnics, then these responses may correlate across individuals with the ethnic
effects in the games and tasks.
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0.045
(0.61)

-0.027
(0.723)

WMT

FAA-Slow

0.238∗
(0.001)

0.174∗
(0.019)

0.052
(0.483)

0.056
(0.451)

0.019
(0.795)

0.003
(0.966)

-0.082
(0.27)

0.025
(0.74)

0.083
(0.266)

FAA-Fast

DG

PGG

CYD-Anonymous

CYD-Profiled

Segregation Support

Distrust

Believe Not Peaceful

–

–

0.476∗
(0)

–

-0.041
(0.584)

0.153∗
(0.039)

0.069
(0.354)

0.047
(0.526)

-0.036
(0.632)

0.154∗
(0.038)
0.101
(0.175)

0.007
(0.926)

0.002
(0.977)

-0.026
(0.724)

-0.092
(0.217)

-0.104
(0.235)

0.11
(0.136)

0.049
(0.512)

0.075
(0.314)

0.07
(0.345)

0.002
(0.977)

0.116
(0.118)

0.177∗
(0.017)

0.231∗
(0.002)

0.045
(0.545)
0.119
(0.108)

-0.074
(0.321)

0.145
(0.099)

-0.13
(0.081)

0.093
(0.292)

0.014
(0.863)

AMP-Region

0.116
(0.147)

0.162∗
(0.042)

0.043
(0.591)

AMP-Town

–

0.243∗
(0.001)
–

0.119
(0.109)

-0.059
(0.426)

0.149∗
(0.045)

0.142
(0.055)

0.052
(0.486)

0.114
(0.194)

0.053
(0.51)

0.106
(0.152)

0.004
(0.955)

0.05
(0.503)

0.05
(0.506)

0.001
(0.99)

-0.003
(0.974)

-0.068
(0.393)

-0.185∗
(0.013)

-0.166∗
(0.026)
-0.047
(0.529)

DG

–

-0.089 –
(0.231)

0.02
0.134
–
(0.784) (0.071)

0.646∗
(0)

–

-0.291∗
(0)

0.027
(0.718)

-0.251∗
(0.001)

0.036
(0.656)

0.075
(0.319)

FAASlow

0.102
(0.248)

0.092
(0.25)

0.023
(0.765)

FAAFast

0.033
0.092
(0.704) (0.295)

0.087
0.172∗
(0.244) (0.02)

0.056
(0.453)

-0.062
(0.481)

-0.009 0.037
(0.913) (0.645)

-0.013
(0.864)

CYDPGG
Anonymous

CYDProfiled
0.21∗
(0.017)

AMPRegion

–

0.199∗ –
(0.023)

-0.018 0.44∗
(0.819) (0)

-0.051
(0.497)

WMT

–

0.304∗
(0)

AMPTown

Note: Table of cross-task correlations. Values shown in each cell are correlation coefficients, with the corresponding p-value in parentheses. ∗ p<0.05;
∗∗ p<0.01; ∗∗∗ p<0.001.

Survey

Behavioral
Games

Social
Psych
Tasks

0.006
(0.934)

Segregation
Support

-0.029
(0.696)

-0.008
(0.914)

AMP-Universal

-0.014
(0.85)

Oppose
Believe
Distrust
Intermarriage Not Peaceful

Task

Table 3: Ethnic Effect Correlation Matrix

3.4

Follow-up Survey

To assess the external validity of the lab-based approaches, we conducted a follow-up mobile
phone survey of lab participants two months after the completion of the lab sessions. The
purpose of the follow-up survey was to test whether behavior in the lab was correlated with
attitudes expressed in reaction to the annulment of the August 2017 presidential election by the
Kenyan Supreme Court.19 Given the sharp ethnic polarization surrounding the election, the
behavior of the Independent Electoral and Boundaries Commission (IEBC), and the Court’s
ruling (Kenyatta, the incumbent president and original winner, was Kikuyu and Odinga, the
primary opposition candidate and the petitioner in the Supreme Court case, was Luo) we
expected to find attitudes to be strongly correlated with ethnicity. The question was whether
members of each community who had shown themselves to be more ethnically biased in the
behavioral games and/or social psychology tasks expressed more extreme attitudes in the followup survey. To operationalize this, we recoded individual responses to indicate whether the
participant gave the “ethnically congruent” or expected response, (i.e., a Kikuyu responding
“no” or a Luo responding “yes” is coded as 1). We asked the following questions:
Support Rerun: “Do you think that the presidential election ought to be re-run?” [yes;
no]
One Side Responsible: “Do you think the two presidential campaigns are equally responsible for the reported irregularities in the most recent presidential election?” [yes; no]
Reform IEBC : “In light of what happened in the August election, the primary opposition
candidate has called for significant changes in the electoral commission. To what degree
do you support these changes?” [strongly support; somewhat support; somewhat oppose;
strongly oppose]
Reform Judiciary: “In light of what happened in the August election, the President has
called for significant changes in the judiciary. To what degree do you support these
changes?” [strongly support; somewhat support; somewhat oppose; strongly oppose]
In keeping with expectations, participants’ ethnic group memberships were strongly predictive of the answers they gave to these questions. Luos were much more likely than Kikuyus
to say that they thought the presidential election should be re-run and to support significant
changes to the electoral commission. Kikuyus, meanwhile, tended to reject changes to the
electoral commission and to support changes to the judiciary. However, as shown in Table 4,
there is no correlation between survey responses and our laboratory measures of ethnic bias.
While we do find a handful of significant correlations between the responses to the follow-up
survey and the direct questions about bias asked in the recruitment and post-lab surveys, two
of the four point in the wrong direction (i.e., are negatively signed). Taken together, these
results suggest that neither lab behavior nor direct survey questions about ethnic bias are good
predictors of attitudes toward a set of ethnically charged real-world events.

19

The lab sessions were conducted a month prior to the election and the follow-up survey was conducted
between the annulment of the election and its re-running. For a useful summary of the election and its aftermath,
see (Chege, 2018).
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Table 4: Follow-up Survey and Ethnic Effect Correlation Matrix

Social
Psych
Tasks

Task
AMP-Universal

Support Rerun
0.036
(0.656)

One Side Responsible
-0.046
(0.566)

Reform IEBC Reform Judiciary
-0.059
-0.004
(0.462)
(0.958)

AMP-Town

-0.058
(0.498)

0.124
(0.149)

-0.146
(0.089)

0.105
(0.224)

AMP-Region

-0.045
(0.628)

0.027
(0.77)

-0.012
(0.898)

-0.057
(0.539)

WMT

-0.039
(0.627)

-0.09
(0.26)

0.008
(0.922)

-0.109
(0.173)

FAA-Slow

-0.01
(0.905)

0.001
(0.994)

-0.02
(0.804)

-0.077
(0.335)

FAA-Fast

-0.088
(0.267)

-0.007
(0.925)

-0.031
(0.695)

-0.14
(0.077)

DG

0.065
(0.415)

-0.055
(0.489)

0.061
(0.443)

-0.004
(0.963)

PGG

0.015
(0.85)

0.024
(0.762)

-0.063
(0.424)

0.075
(0.344)

CYD-Anonymous

0.015
(0.855)

0.033
(0.676)

0.064
(0.419)

0.077
(0.334)

CYD-Profiled

-0.132
(0.095)

0.061
(0.44)

0.128
(0.106)

0.05
(0.531)

Segregation Support

-0.199∗
(0.011)

-0.106
(0.178)

-0.1
(0.209)

-0.089
(0.262)

Distrust

-0.034
(0.667)

0.157∗
(0.046)

0.043
(0.592)

0.167∗
(0.035)

Believe Not Peaceful

-0.092
(0.246)

0.12
(0.13)

-0.097
(0.222)

0.001
(0.987)

Oppose Intermarriage

-0.085
(0.283)

0.127
(0.11)

-0.166∗
(0.035)

-0.018
(0.821)

Behavioral
Games

t

Survey

Note: Correlation between laboratory tasks and survey responses and answers to follow-up questions
surrounding the 2017 election re-run. Values shown are correlation coefficients, with the corresponding
p-value in parentheses. ∗ p<0.05; ∗∗ p<0.01; ∗∗∗ p<0.001.
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3.5

Priming Threat and Fear

Finally, we examine how a global prime intended to remind participants of their exposure to
prior violence, and hence to increase the salience of inter-group conflict, may influence the
effects picked up by the behavioral games, social psychology tasks, and explicit questions.20 If
these measures are sensitive to threat perception or fear toward non-coethnics, then we might
expect participants exposed to the priming to display greater degrees of ethnic bias.
Table 5 shows how the individual level ethnic effects differ between those who were primed
to fear/threat and those who were not. We find no evidence that the priming affected any
of the ethnic effect measures or responses on the explicit questions. As we noted in our preanalysis plan, while a shift in effects due to such a prime would provide evidence of validity,
it is certainly not a requirement, as there are many reasons this prime may fail to alter ethnic
effect estimates even if they were very sensitive to constructs of fear or threat perception.21
For example, in the WMT, having primed the participant to think about prior violence may
simply make her more likely to say all the target images show a weapon, rather than increasing
the effect of ethnicity on that tendency. Additionally, psychological tools such as the AMP are
thought to measure associations developed over a long period of time (Payne et al., 2005), so
they may simply be very hard to manipulate in the short-run.
Table 5: Effect of Priming on Coethnic Preference

primed

Observations

Dependent variable:
DG
PGG
CYDA

AMPRegion

AMPTown

FAASlow

FAAFast

WMT

0.042
(0.062)

0.071
(0.041)

−0.001
(0.034)

−0.075∗
(0.037)

0.026
(0.024)

0.297
(2.401)

−0.407
(4.737)

131

158

182

182

181

183

183

CYDP

Segregation
support

Distrust

Perceive
Not Peaceful

−0.024
(0.074)

−0.090
(0.074)

0.170
(0.230)

0.081
(0.142)

−0.075
(0.107)

183

183

183

183
∗

Note:

∗∗

183
∗∗∗

p<0.05; p<0.01; p<0.001
Robust standard errors in parentheses.
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These analyses correspond to “Branch 2” of the pre-analysis plan.
We note that a somewhat different set of priming conditions in Berge et al. (Forthcoming) (to ethnic identity,
political competition, and national identity, rather than to past exposure to violence) also failed to generate
changes in participants’ behavior in the DG, PG or CYD.
21
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4

Discussion: What Do These Tasks Measure?

While the AMP-Town, AMP-Region, CYD-Profiled, and possibly WMT show effects of ethnic
cueing and thus reveal some form of ethnic preference or bias, what exactly do they measure?
Our understanding of what these results mean hinges on our beliefs about what each of these
tasks in fact measures, which we discuss here.
A first answer to this question comes from the nature of the tasks themselves and thus
speaks to the face validity of these tasks as tools to measure the constructs they claim to
capture. First, the AMP is meant to measure positive or negative feelings towards the primed
groups. We find that individuals found a randomly chosen Chinese character more subjectively
pleasant if primed to their own ethnic group than primed to the other group. Given the structure
of the task, it is difficult to find explanations that do not involve more positive/pleasant (or less
negative) thoughts and feelings towards coethnics than non-coethnics. That said, the generally
positive or negative associations measured by the AMP could be broad in nature. Like other
implicit measures, these effects might not reflect an individual’s “true beliefs” so much as the
associations they have learned from society around them over a lifetime. In addition, while we
regard the AMP, FAA and WMT as measuring affective dimensions of bias (liking/disliking, fear
or threat perception), these tools can detect spillover from any type of associational activation
triggered by the prime, be it affective or semantic (Imhoff et al., 2011).
Second, for the WMT, participants more often believed they saw a weapon in the hands of
a non-coethnic than a coethnic, despite using identical images across participants. It is difficult
to find an interpretation of the effect outside the idea that people find non-coethnics somehow
more likely than a coethnic to hold a weapon. This might well be because non-coethnics trigger
an emotional response in the form of feelings of threat or fear. But it could also be because the
prime activates a semantic response, such as “probability of having a weapon.” Like the AMP,
such associations may be learned over a lifetime, and may reflect social or cultural expectations
rather than personal beliefs.
Why the WMT detected an effect and the FAA did not remains an open question. We
do not see major differences between these tasks in the constructs they seek to measure, their
difficulty, their suscpetibility to self-presentational concerns, etc. Future work will be required
to replicate, much less explain, the difference between WMT and FAA results. The apparently
strong but negative correlation between individual WMT and FAA scores remains a puzzle for
the moment.
Finally, the nature of the CYD also limits the possible interpretations of what it measures:
if individuals are less willing to choose a non-coethnic as their dictator when their ethnicity
will be revealed, a plausible conclusion is that they expect non-coethnics to give them less.
While alternative explanations can be constructed, particularly if individuals are uninterested
in their own earnings and more interested in the windfall to the dictator, we have not found a
compelling alternative.
As noted above, the finding of an effect on the CYD but not on the DG suggests either that
individuals truly believe others are biased when they themselves are not, or that the DG fails to
find a bias because it is more susceptible to self-presentational concerns than the CYD. Either
answer presents minor puzzles of their own. To find that on average people say “I am not biased
but most other people are” implies an obvious logical paradox. Of course, such paradoxes can
be explained simply by people being more optimistic about their own qualities than those of
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others, perhaps for ego-protective reasons. The alternative claim that individuals are biased but
cannot reveal that bias in the DG due to normative, contextual or self-presentational concerns,
also poses a puzzle. It requires that participants, despite being prevented from acting on their
own biases in the DG, fail to foresee that the same pressures will make others behave fairly
towards them in the DG as well. Again, such a contradiction can be resolved if we simply
assume people fail to fully imagine that the constraints they face will have a similar effect on
the behavior of others.

5

Conclusions

Our first set of conclusions from the above are that version of the AMP and WMT designed to
identify ethnic biases can in fact do so. Given the design of the AMP and WMT, we further take
these results to suggest that individuals in this context react differently to non-coethnics and
coethnics in terms of automatic or implicit (i) positive/negative feeling, and (ii) fear or threat
perception. These are important domains of bias to be able to measure, given their theoretical
role in ethnic politics and conflicts. Standard behavioral economics tools (DG and PGG), while
potentially useful as measures of some features of inter-group relations, appear to be blind to
these particular types of bias. However, the CYD-Profiled appears effective in measuring beliefs
about whether one’s own group members will be more altruistic towards coethnics than to noncoethnics. At minimum these results suggest to us that the AMP, WMT, and CYD-Profiled
tasks may be useful additions to the toolkits of investigators seeking to measure varied types
and sources of bias.
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A
A.1

Appendix
Screen Shots of the Games and Tasks
Figure A.1: Social Psychology Tasks

(a) The Affect Misattribution Procedure – Region.

(c) The Face Anger Attribution Task – Slow.

(b) The Weapon Misidentification Task.

(d) The Face Anger Attribution Task – Fast.
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Figure A.2: Behavioral Games

(a) Presentation of Other Player(s)
in Dictator and Public Goods Games

(b) Choose Your Dictator Game
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A.2

Distribution of Person-Level Ethnic Effect Estimates

Due to previous research showing bimodal distributions in individual ethnic effects on the AMP
(Hazlett and Berinsky, 2018), and because the AMP, WMT, and FAA tasks provide numerous
trials per individual with which to estimate individual level ethnic effects, we also examine the
entire distribution of ethnic effect estimates across individuals in these tasks.
Figure A.3: Distribution of Individual Effects, Psychological Tasks Tasks

Note: Distributions of person-level ethnic effect estimates for each task. In the AMP-universal, we
see a large mode with apparently no effect, but a second strong mode with a large effect of over 50
percentage points. The AMP-Town shows a less certain mode above 50 percentage points, whereas the
AMP-region has a pronounced group with effects larger than 50 percentage points. The Face Affect
Attribution tasks show what appear to be two separate groups (modes), particularly for the slow face
task. However because one of the modes is below zero, there is no detectable average effect. Finally,
in the WMT, even though the mean proves significantly distinguishable from zero, the distribution of
effects does not show clear “low” and “high” effect sub-groups.

In two of the behavioral economics games—DG and PGG—individual level effect estimates
can be computed by contrasting conditions in which they play with coethnics or non-coethnics.
As this provides only one trial of each type, we do not expect the person-level effects to be
very well estimated. Nevertheless, the distribution of person-level effects provides a transparent
summary of the data (Figure A.4).

28

Figure A.4: Distribution of Individual Effects, Behavioral Economics Tasks

(a) Note: Distribution of individual level ethnic effect estimates in the DG and PGG games. Both
show strong modes at zero, with little evidence of second modes elsewhere, and means indistinguishable
from zero.
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